Characterizing Guidance in Visual Analytics

Davide Ceneda, Theresia Gschwandtner, Thorsten May, Silvia Miksch, Hans-Jörg Schulz, Marc Streit, and Christian Tominski

Abstract—Visual analytics (VA) is typically applied in scenarios where complex data has to be analyzed. Unfortunately, there is a natural correlation between the complexity of the data and the complexity of the tools to study them. An adverse effect of complicated tools is that analytical goals are more difficult to reach. Therefore, it makes sense to consider methods that guide or assist users in the visual analysis process. Several such methods already exist in the literature, yet we are lacking a general model that facilitates in-depth reasoning about guidance. We establish such a model by extending van Wijk's model of visualization with the fundamental components of guidance. Guidance is defined as a process that gradually narrows the gap that hinders effective continuation of the data analysis. We describe diverse inputs based on which guidance can be generated and discuss different degrees of guidance and means to incorporate guidance into VA tools. We use existing guidance approaches from the literature to illustrate the various aspects of our model. As a conclusion, we identify research challenges and suggest directions for future studies. With our work we take a necessary step to pave the way to a systematic development of guidance techniques that effectively support users in the context of VA.

Index Terms—Visual analytics, guidance model, assistance, user support

1 INTRODUCTION

Thomas and Cook [46] define visual analytics (VA) as a technology that supports discovery by combining automated analysis with interactive visual means. The key idea is to establish a synergy of computational power and human reasoning. In recent years, a large number of VA approaches have been developed for diverse data, analytical problems, and user requirements. They are particularly useful in situations where complex problems have to be solved. Consequently, these methods are often not as simple to use as one would wish they were. Analytical computations usually require the user to set parameters, while suitable values are not clear upfront. Visual representations of complex phenomena tend to be more demanding to interpret than plain information graphics. And also in terms of interaction there are many more things to control, in order to make proper progress in the data analysis process.

The problem is that users, which are typically experts in their domain, but novices when it comes to VA, could be easily overwhelmed. Which method to use, how to set parameters, or how to get from one part of the data to another? Particularly when visual analysis methods are not applied on a regular basis, but only occasionally, such questions are not easily answered, a fact that hinders the effective use of VA in practice. What is needed are solutions that guide the user during data analysis and exploration. We see appropriate guidance as a key factor for significant improvements of the overall quality of data-intensive analytical work. In this context, the study and the development of tools and models of guidance in VA is an important research topic.

While there are already a few approaches that offer guidance to users, there is only limited knowledge about the general mechanisms and underlying structures of guidance. Therefore, the goal of this paper is to contribute to a conceptual characterization of guidance. In Sect. 2, we study the design space of guidance and develop a general model of guidance in the context of VA. We build upon the initial characterization of guidance by Schulz et al. [42] and revise it with respect to the knowledge gap of users, the input and the output of a guidance generation process, as well as the degree to which guidance is provided (see Fig. 1). Van Wijk’s [47] model of visualization serves as the basis for the development of a first model of guided VA. Our new model includes the fundamental building blocks of guidance and attaches them properly to the classic components of VA.

Sect. 3 bridges the gap between our conceptual considerations and guidance in practice. The individual dimensions and categories of the design space will be used to structure a review of existing approaches, which offer guidance in diverse ways. Selected examples from our own previous work will be described in more detail. In Sect. 4, we focus on open research questions related to guidance. With this we
hope to stimulate the development of effective guidance approaches and systems in the future.

In summary, the key research contributions of this work are (1) a characterization of guidance in VA, (2) a conceptual model of guided VA, (3) a review of guidance approaches, and (4) a compilation of open research challenges.

2 Guidance: Terminology and General Concepts

In this section, we characterize the main aspects of guidance. In order to make this concept clear, we will first take a look at an illustrating example that deliberately leaves out any VA-specific aspects.

2.1 An Illustrating Non-VA Example

We imagine a smart car, supporting its driver in the journey to a destination. If the driver is confident about how to get there, he or she will drive the car, while the car provides guidance by showing the names of the traversed streets, highlighting the position of stops or traffic lights, and streaming the weather conditions for the current day. If the driver does not know how to reach the destination, the car could provide a higher degree of guidance by displaying turn-by-turn navigation instructions. These could also include alternative paths fulfilling certain constraints (e.g., avoid traffic jams or refuel required). Finally, in an advanced scenario, it is the car that drives autonomously to the destination, taking on each decision, changing paths if needed, but leaving the driver the freedom of taking over the steering wheel to deviate from the route or act in unexpected situations.

With this car example we sketch three different scenarios in which a system offers support to a human operator. By exploiting information derived from different sources and sensors, the system provides the driver with different degrees of assistance in order to address different needs: driving autonomously, searching for routes, and displaying additional information.

The example already hints at some of the important questions related to guidance. What are the needs of the human? How much guidance is provided by the system, and how is it conveyed to the driver? Based on what information is the guidance generated? In the next paragraphs, we will look at these questions in detail and through the lens of VA.

2.2 Definition of Guidance

Guidance is a broad term with much room for interpretation. To arrive at a crisp definition of guidance in VA, it makes sense to first review how the term is used in general and in related areas. Naturally, definitions provided in dictionaries are generic. According to two dictionaries, guidance can be defined as "advice or information aimed at resolving a problem or difficulty" [35] or "the act or process of guiding someone or something" [36]. These definitions are quite interesting, because they highlight guidance as a process aiming at solving a problem.

Another perspective of guidance is given in the field of human-computer interaction. Engels [14] outlines the main dimensions of guidance: the 'What', clarifying the problem, composed by an initial state and a goal state, and the 'How', aimed at solving the discrepancies between the two states by decomposing the main problem in a sequence of sub-problems that are easier to solve. Instead of focusing on the process itself, Smith and Mosier [44] emphasize the importance of interactivity and the visual nature of guidance defined as a "pervasive and integral part of interface design that contributes significantly to effective system operation". They also include guidance in their guidelines on visual interface design. The importance of guidance is also underlined by Dix et al. [13]. Since each analysis system might be used by different kinds of users, it is inevitable that not everyone will understand it. This is where guidance is essential, in the sense of knowing where you are or what will happen. Guidance has to be unobtrusive to the user, and adaptive to the particular context, as the type of assistance a user requires varies and depends on many factors.

In the visualization literature, one can find several notions that are similar or related to guidance, including recommendations, incentives, or assistance. Schulz et al. [42] group these different notions under the common term guidance. In their thinking, guidance refers to methods that have the goal of providing dynamic support to users, for example, when exploring data or when finding the best visual mapping for presenting analysis results. In addition to that, they also consider guidance in terms of suggesting a suitable domain expert and an appropriate computational infrastructure to carry out particular tasks.

From the diverse interpretations of guidance in various fields, we derive a definition of guidance in the context of VA:

Guidance is a computer-assisted process that aims to actively resolve a knowledge gap encountered by users during an interactive visual analytics session.

According to this definition, guidance is a dynamic process that aims to support users in a particular task. In general, any task can be decomposed into a series of actions or decisions that lead to a desired result. Guidance provides support for at least one of these actions in situations where a user is unable to identify, judge, or execute the action. Our definition also includes cases where the desired result is not known in advance, and thus, the actual task must be derived from previous actions. Yet, we do not consider guidance to take over the reasoning part. For example, guidance is not supposed to retrospectively explain what is shown in visual data representations and how or why it came about. Instead, guidance provides prospective assistance so that users can make sense of the data on their own.

It is important to note that our definition focuses on the human perspective of guidance in that the system is guiding the human user [22]. There is also the notion of human users guiding algorithms to improve analysis results, but this is not what we are addressing here. This will become clearer in the next paragraphs, where we sketch a model of guided VA.

2.3 Conceptual Model of Guidance

As a starting point for a first model of guidance in the context of VA, we use van Wijk’s [47] model of visualization. We make a slight modification though in that we replace the term visualization by visual analytics. This makes clear that our model covers both visual and analytical methods. The model is shown in gray in Fig. 2. Boxes represent artifacts, such as data or images, while circles represent functions that process some input and generate some output. Visual and analytical means (V) transform data (D) into images (I) based on some specifications (S). The images are then perceived (P) to generate some knowledge (K). Based on their accumulated knowledge, users can interactively explore (E) the data by adjusting the specifications (e.g., choose a different clustering algorithm or change the perspective on the data). As such, van Wijk’s model effectively conveys the iterative and dynamic nature of knowledge generation mediated through VA. This makes it perfectly suited to be expanded to a model of guided VA.

We attach new guidance-related components to the model, shown in blue in Fig. 2. A central position is taken by the guidance generation process (G). It is hooked up first and foremost with the user’s knowledge (K). The reason is that before we can take any measures of guidance, we need to know what the particular problem of the user is. Similar to the worldview gap [2], we coin the term knowledge gap to capture the actual deficit that hinders continuation of the data analysis. The guidance generation process (G) is further connected to sources of information based on which guidance can be generated. These sources include the original data (D), visualization images (I), interaction history or provenance (H), and domain conventions or models (M). Taken together, these components represent the input to the guidance generation process.

On the output side, results of a guidance generation process can be delivered in various ways. Fig. 2 illustrates three different scenarios. Orienting provides basic guidance through visual cues (C). Directing offers useful options or alternatives (O) that the user may or may not choose to follow. Prescribing directly operates on the specification (S) in order to automatically generate suitable visual results.

The main goal of guidance is to create and maintain an environment in which users are able to make progress and perform their tasks effectively. This dynamic progressive procedure is well expressed by the knowledge change ($dK/dt$) occurring as a consequence of the
guided visual analysis and the interactive adjustment ($dS/dt$) of the specification. A critical concern is that knowledge is acquired through perception and cognition ($P$). So the leverage point of guidance is to facilitate perception and cognition at different degrees, for example, by showing visual cues alongside the visualization, by offering options that, if chosen, lead to an improved visualization, or by taking over control and circumventing progress-hindering obstacles automatically.

In summary, we can identify three main characteristics of guidance: (1) the reasons why guidance is needed, i.e., the knowledge gap, (2) the inputs that are used to provide guidance as well as the output, and how the output is conveyed to the user, and (3) the expressed guidance degree. In the following, we will describe these aspects in detail.

### 2.3.1 Knowledge Gap

The knowledge gap pertains to the question: **What does the user need to know to make progress?** There are many different pieces of information that the user may need to know before progress can be made. It could be that a suitable color map has to be chosen before a certain data characteristic becomes visible. Or it may be necessary to visit different parts of the data before high-level relations can be discerned.

While a knowledge gap can come in myriad ways, there are two distinct types of knowledge gaps:

- **Target unknown** means the user does not know the desired result. For example, the analyst has no idea about the clustering outcome to be generated.

- **Path unknown** means the user does not know how to reach the desired result. For example, given some ground truth, the analyst does not know which algorithm to choose and how to parametrize it, in order to extract the ground truth.

Fig. 1 illustrates the axis of known and unknown target and path that characterize the knowledge gap. Another perspective on the knowledge gap is the **domain** to which it pertains. There are five domains that are particularly relevant in VA:

- **Data**: The user needs guidance in terms of data subsets or features. Guidance could (semi-)automatically identify such subsets or features based on some kind of “interestingness” definition, such as degree-of-interest functions or recommender systems.

- **Task**: The user needs help in structuring a goal into a series of tasks that solve the goal. This is a high-level gap that guidance could narrow by hinting at what to do next. It is independent of the actual choice of VA methods to be used.

- **VA Methods**: The user needs help with the available visual, analytical, and interactive methods. Guidance in this space could suggest suitable visualization techniques or algorithm parametrizations. This also relates to enhancements by means of providing additional information about VA methods.

- **Users**: It is unclear who should carry out a task. When analysts work collaboratively, guidance could provide advice as to who would be a suitable expert to work on a specific task. This avoids situations where users are assigned to tasks that do not match their expertise.

- **Infrastructure**: The user is unsure which infrastructure to employ. Guidance in this case means recommending hardware (e.g., display wall or touch-enable surface) and software (e.g., analytical mining tools or interactive exploratory tools).

Users may or may not be aware of the gap. It can very well be that a user does not even know that a certain procedure has to be performed before useful analytical results can be generated. This makes capturing the knowledge gap difficult. If users are aware of it, they can actively make it known to the system. If not, the system has to infer the knowledge gap, for example, by detecting deviations from domain conventions or long dwell times during exploration.

### 2.3.2 Input and Output

The input is concerned with the question: **What is the basis for generating the guidance?** When we look at the output of the guidance generation process, we are facing two questions: **What is the answer to the user’s problem and how is the answer presented?**

The inputs are the foundations upon which guidance is generated. In the context of VA systems, we identified the following useful sources of information.
Data includes all kinds of information readily available or derivable from the data to be analyzed. Concrete examples are raw data, statistical properties of the data, data topology, or meta-data.

Domain Knowledge refers to information that originates from the application domain. This could be expert systems, domain models, workflows, or conventions.

Visualization Images include the visual data representations and information about mapping parameters. They can be useful for understanding what the user is actually seeing.

User Knowledge is about information that users input to the system, including annotations or degree of interest (DOI) functions, or information that the system can infer from the user.

History relates to keeping track of interactive changes. This includes logging interaction steps, employed algorithms, applied parameterizations, or visited parts of the data.

Concerning the output of the guidance generation process, there are two aspects to be considered: finding of a suitable answer and using appropriate means to convey the answer to the user.

Answer: Conceptually, finding the answer boils down to developing a function that takes the knowledge gap plus additional input and computes a suitable result.

\[ \text{guidance(gap, input)} \rightarrow \text{answer} \]

This definition is abstract and broad enough to consider many different situations. Iterations of the function converge to the goal of zero knowledge gap, where each iteration conveys a variable amount of knowledge to the user, depending on the user’s expertise and perceptual and cognitive abilities. In this sense, guidance is an active process and the user is included in the loop.

We distinguish direct from indirect answers. Usually, the knowledge gap should be answered directly. For example, if a user has a problem in finding a suitable value for a clustering parameter, the guidance generation process should provide promising candidates. On the other hand, guidance could provide indirect answers. Staying with the same example, the guidance could hint at interesting structures in the data, whose analysis (note the indirection) may help the user fine-tune the clustering parameter.

Means: Once computed, the answer has to be communicated to the user. This is a critical step. The goal is to induce an impulse in the user so as to enhance perception or to trigger exploratory actions. It is typical in VA settings that the answer is presented visually. This could mean adjusting the visualization mapping, providing visual enhancements, or including additional user interface elements. Yet, we do not consider the means to be limited exclusively to the visual channel. Depending on the context in which guidance is used, answers can be provided by exploiting non-visual channels as well, including sounds or tactile feedback.

2.3.3 Guidance Degree

The guidance degree is about the question: How much guidance is provided? For the car example mentioned earlier, we already saw that guidance can be provided at different levels. The same holds true for guidance in VA. The guidance degree specifies the extent to which guidance is required and actually provided. The guidance degree is not static, but varies over time as tasks, data, and procedures change through the course of a VA session. This enables guidance to be fine-tuned to the requirements at hand. For example, if a user gets lost during data exploration, the guidance degree should be increased. If the user feels too restricted by the system-prescribed course, the guidance degree should be decreased.

The two extremes of the guidance degree are no guidance (no support given to the user) and fully automated (no options for the user to intervene). These are, however, only of theoretical relevance. In practice, the guidance degree is in between these extremes, with three characteristic scenarios being particularly interesting to look at:

Orienting: Providing merely orientation is at the low end of the guidance degree. The main goal is to build or maintain the user’s mental map. Orienting in VA typically involves adopting the map metaphor for an abstract domain. Such a map may contain potential targets and paths as well as relations among them. Providing visual cues hinting at these targets and paths are a common strategy for implementing orientation. Visual overview technique may provide some kind of orientation as well.

Directing: Directing represents a medium degree of guidance. In contrast to orienting, directing approaches emphasize a certain preference for a future course of action. The system presents the user with a set of alternative options to produce the desired result or a set of similar results. The suggestions may differ in terms of quality and costs for different paths leading to the same result or, in terms of interest for paths, leading to similar or new results. Directing can benefit from preview techniques that help users make informed decisions for one or the other option.

Prescribing: With prescribing we reach a higher degree of guidance. In contrast to directing, prescribing approaches make decisions on steps to be taken on their own. Prescribing implements a largely automated process, which proceeds towards a specified target. Such a process may cover any (sub-)task of analysis regardless of its scope. In the context of VA, it is important to visually present the intermediate steps of the process and the decisions that lead from one step to the next. In a sense, this degree of guidance can be compared to an interactive presentation. A user may interrupt the presentation and ask for details, or rewind/reverse it to revisit a nugget of knowledge that has been found earlier. Depending on the degree of automation, the user can recover control for a while and nudge the presentation to another path or even another target.

With these three scenarios we have completed sketching the key characteristics behind guidance. In the next section, we will use the developed characterization to structure a broader review of existing guidance approaches in the context of VA.

3 A Review of Guidance in Visual Analytics

There is no single comprehensive guidance approach for VA that covers all aspects that we discussed in the previous section. Yet, instantiations of specific aspects can be found in existing work. In this section, we apply our characterization to a selection of examples to showcase the state of the art and to show possible connections between complementing approaches.

3.1 Knowledge Gap

3.1.1 Type

The following examples illustrate the difference between guidance approaches allowing the user to find and specify solutions, and guidance approaches that allow the user to pursue the path towards a solution.

Target Unknown The target refers to a solution to a specific problem, such as a useful visualization. Usually such a solution is not purely deterministic, but instead is defined in guided interaction with the user. For instance, Fujishiro et al. devised Gadget [15], a knowledge-based tool that builds upon Wehrend’s task taxonomy [50] with the aim of suggesting a set of possible goal-oriented visualizations. Another approach is BOZ by Casner [10], which models tasks as a set of logic rules and designs a possible equivalent perceptive process to provide the user a set of views. These views aim to support the user’s perceptual capabilities and improve the user’s performance. Both approaches provide support in choosing the correct target, in these cases a visualization. The users of automated techniques face similar problems. Choosing appropriate techniques for an analytical task or selecting their parameters are cases of unknown targets. As one of many examples,
Krause et al. [25] developed a tool to rank data features for modeling, offering guidance in the feature selection process. In this case the target is the set of most useful features.

**Path Unknown** The next two approaches address the problem of finding sequences of actions to achieve a goal, be it the creation of a view or the application of filters to a dataset. Willet et al. [51] developed scented widgets, a technique that offers guidance in the data domain, to help users in completing a series of data transformation steps. These widgets are interactive elements in a graphical user interface that incorporate information about other users’ activity. The hints provided by scented widgets level possible knowledge gaps and lead inexperienced users to significant results. The visual pre-processing by Bernard et al. [6] offers guidance in composing a sequence of steps for time series transformation. The effects of each step are demonstrated by input-output comparison of time series samples suggested by the system.

### 3.1.2 Domain

The guidance domain captures the subject matters with respect to which a knowledge gap can manifest. Most of the existing literature is concerned with guiding towards data of interest and suitable VA methods. Yet, the following approaches will illustrate how versatile the guidance domain can be beyond data and VA methods.

**Data** Finding data that are worthwhile to investigate in a large dataset is a known challenge in VA research. One of the most prominent ways of assisting this task is by capturing what makes a data item interesting to the user in a so-called *degree-of-interest function* and recommending those data items with high interest values to the user [16]. Aspects that factor into such a quantitative notion of interestingness are, for example, special data characteristics (e.g., uniqueness, extreme properties), novelty (e.g., whether a data item has been looked at before), or visual saliency (e.g., whether a data point is visible or overplotted). To infer automatically what parts of the data might interest the user is subject of the area of *user profiling* and in particular preference elicitation [19].

**Tasks** Given some data of interest, it is not necessarily obvious what to do with it. There is a large variety of potentially relevant tasks to be executed next [41]. Step-by-step methodologies or analytical workflows that have been found to be generally good approaches in a certain domain can help in such cases to suggest promising analytical tasks. An example for such a methodology is given by Perer et al. [37] for network analysis. Using the knowledge of domain experts, their methodology specifies intermediate tasks that a user needs to carry out in order to yield a correct end result. While the tasks are fixed, the user has the freedom of completing them in any order.

**VA Methods** This domain can be used to provide more concrete guidance in terms of “how to do a task?” than just suggesting a task. Offering guidance on VA methods means to point out concrete tools or algorithms to use. The assistant *VizAssist* [8] provides such guidance by matching the data to be analyzed to suitable visual methods. Increasingly better suggestions are derived by evolving the matchings through an interactive genetic algorithm that takes user feedback into account.

**Users** In relation to collaborative VA, Heer and Agrawala [20] asked already in 2008: “Can automated techniques be used to help allocate effort?” They envisioned that tapping into user profiles, logs of prior analysis contributions, and social networks could help to automatically determine suitable collaborators with the expertise necessary for a particular task. This actually relates closely to the field of *expert finding* [32], for which already some visual and analytical tools exist [31]. In the field of VA, these methods are not yet picked up on.

**Infrastructure** As computing power and display spaces become increasingly ubiquitous these days, it is no longer evident on which device to perform which task. Radloff et al. [39] present a framework for smart view management, that takes views, available display spaces, and analytical tasks into account to suggest favorable mappings onto available displays. In essence, it computes for each possible view-display mapping a *view quality score* that is weighted by the importance of the view for the task at hand. Thus, the framework suggests view configurations that maximize the sum of these weighted scores.

Each of the guidance domains above represents a research challenge in its own right and most guidance approaches address exclusively one of them. Yet, in principle it is possible to combine them, as it is for example done by Streit et al. [45]. Their approach captures multiple domains in a set of interlinked models that contain information on datasets, tasks and workflows, preferred visual and analytical methods, as well as different user expertise needed for those datasets. These models can then be leveraged to extract analytical recommendations from them.

### 3.2 Input and Output

#### 3.2.1 Input

Inputs are the sources of information that are used to generate guidance. Most approaches require a combination of sources to offer a useful solution. Our examples are categorized according to their primary source.

**Data** Gratzl et al. created Domino [18], a general technique for tabular data that permits the user to create, explore and extract heterogeneous data subsets and show their relationships by visually connecting them. Visual cues indicate compatible views, with respect to data properties. Lex et al. designed StratomeX [28], which aims to help scientists in identifying cancer subtypes. The tool derives and highlights cancer subtype relationships across different datasets. In both these examples, data properties and connections among data entities are exploited and mapped to visual elements, such as lines or ribbons, in order to make them clearly visible to the user and to provide a defined context to enhance the user’s orientation and awareness.

**Domain Knowledge** Guidance can also be generated based on domain related knowledge: task knowledge, workflows, and conventions. The work by Streit et al. [45] presents a step-by-step process for the analysis of heterogeneous data. The process aims to satisfy both experienced and inexperienced users improving orientation and analysis completeness by using tasks knowledge and providing the user a clear sequence of steps to reach a result. In general, there are many approaches that use domain knowledge to generate guidance. Some of those we have already discussed in previous sections of this paper [10, 15, 37].

**Visualization Images** This category focuses on guidance systems that exploit information derived from views, mappings, and visual elements. One example of taking visual features as input to generate user guidance is given by Wang et al. [48]. They devised a guidance approach in the field of graph drawing. It provides guidance by calculating an index about the ambiguity of the graph drawing (e.g., edge crossings or insufficient distances among nodes) and highlighting problematic graph regions. This approach considers the visualization at hand to guide the user on which areas to investigate further in order to uncover cluttered parts of the represented network.

**User Knowledge** User feedback, be it explicit (the user evaluates his/her experience directly) or implicit (the information is deduced from the user’s actions and performances), is also a valuable input for generating user guidance. While implicitly derived feedback avoids cumbersome feedback collection and does not interfere with the user’s workflow, it may be subject to errors caused by misinterpreting the user’s activities [34]. Mouse events, like clicks or hovering over specific regions of the display, are a source of implicit information about the user’s preferences and interests. It could be used, for instance, to steer a document retrieval operation or the search for a specific product in an e-commerce website [21]. Gotz and Wen [17] present a comprehensive example of user and task based guidance. The interaction log of the user is matched with a set of interaction patterns derived from previous user behaviors. These patterns are used to identify the implicit task, which in turn is used to adapt the visualization.
Another possible input for generating guidance is information derived from the user’s past exploration process. Kreuseler et al. [26] introduced a history management unit to be included in a visual data mining framework. This tool represents the historical sequence of operations as a tree, with undo and redo functionality. A similar history visualization is presented by Derthick and Roth [12]. These two solutions foster orientation in that they sketch the paths that have already been explored, which allows users to orient themselves with respect to previous analysis actions. Shrinivasan et al. [43] proposed a tool that consists of three views, of which one is intended to show the analytical process history, one represents the findings, and the last one shows the dataset. These views enable the user to build a context that can help justify or prove a result or finding.

3.2.2 Output

The output of the guidance generation process is composed by the answer to the user’s knowledge gap and by its (visual) representation. It may happen that the output of the guidance generation process does not fully satisfy the user requirements at first, however the output can be seen as an iterative function that converges towards zero knowledge gap. With each iteration the user acquires more knowledge with respect to the problem at hand.

Answer

Although the answer corresponds to a user need, which is a direct consequence of the knowledge gap, we consider also the case in which guidance, and thus the answer, is not directly offered to the user but is provided indirectly.

Direct: The answer is given on the same domain as the knowledge gap. The approach by Perer et al. [37] is related to the question: Which are the steps to reach the result? As the system provides the user with a list of steps to complete the task, it provides the answer in a direct manner. The approach by May et al. [30] deals with the lack of knowledge in finding interesting graph regions as well as the shortest path to reach them: the proposed solution guides the user by showing interesting regions represented by signposts, and indicating the shortest path leading to them.

Indirect: Approaches falling into this category include [18, 28]. In these examples, the knowledge gap coincides with: The user does not know which is the best way to visualize and compare subsets, and The user would like to mix different data sources. However, the systems do not guide the user directly to results, but instead take care of the visualization of subsets or relationships among them. The approaches offer orientation by providing a meaningful context in which the user performs the task to gain insights. In other approaches that fall into this category [12, 26, 43] the knowledge gap relates generically to gaining insights. However, the user is just supported in the trial-and-error process by making explicit the history of actions.

Means

Once an answer is computed, it has to be communicated to the user. In VizAssist, the output of a guidance generation process is usually provided by adding, changing, or removing elements from the current view, or by providing interaction facilities to support the exploration process. In Stack’n’Flip [45], the authors propose a visualization in which the sequence of steps needed to perform a task (i.e., the answer to a user need) is visually shown and added to the view: the path to follow is added below the main view together with the needed datasets. Alternative paths are of different color, while possibly related paths are shown in a similar manner. Both use expert knowledge to provide assistance. Remarkably, in VizAssist, user intentions are defined explicitly from a catalogue. In Voyager, implicit user intentions are defined incrementally via variable selection.

The guided improvement of visualizations can be complemented by techniques for improving analytical results as generated by different algorithms under different parametrizations. Directing approaches in this category display multiple, selectable parameter settings in relation to the quality of results. Bernstein et al. [7] propose an approach for the assessment of classification models and modelers. Infuse by Krause et al. [25] combine the assessment of classifier and feature selection methods. In terms of our characterization, these examples aim at bridging the knowledge gap in the domain of VizAssist.
3.3.3 Prescribing

While techniques that provide directions allow users to follow or ignore them, prescriptive guidance approaches purposefully limit user influence to traversing a fixed path of analysis. The reasons to do so can be manifold, for example, to reduce the learning curve for casual users by providing them with a simplified analysis experience [5], to streamline the analysis process in potentially “distraction-rich” datasets [1], or to have the analyst stick to an agreed upon standard operating procedure or best practice for better comparability or reproducibility of the results [45].

On a user interface level, this guidance strategy is epitomized by the wizard interface. It leads users through a complex task by breaking it into a sequence of smaller tasks that can be carried out step-by-step. Streit et al. [45] show a modern incarnation of such a wizard for visual analysis that departs from the classic modal dialog featuring two buttons to navigate back and forth among the subtasks. Their Stuck’n’Flip interface, collects data visualizations that were already explored on one side, those that still need to be explored on the other side, and the one that is currently being explored in the middle of the screen. A linked visualization of the workflow serves as a navigation aid to go back and forth through this stack of visualizations. While still allowing deviations from the workflow, this interface discourages them and shows analysts how to get back on track.

On the view level, the prescriptive guidance strategy is embodied by the concept of providing a “tour” through the data. This idea originated from Asimov’s work on the grand tour in high-dimensional data spaces [4]. At its core, it is an animation of different 2-dimensional projections of a multivariate dataset in an attempt to show the data from all possible angles. This idea has since been applied to other types of data, as well. For example, Yu et al. [55] present a mechanism that automatically constructs such an animated tour from events in time-varying data, whereas Wohlfart and Hauser [52] developed an approach that creates a guided and interactive visual story for volume data. While the story is completely defined by the system, the user is left the freedom of asking for details as well as interacting with the story playback. More abstractly, Dennis and Healey [9] provide a framework for data spaces in general, called assisted navigation. It can be used to generate tours that span certain elements of interest in data space as well as areas of interest in view space.

3.4 A Detailed Look at Selected Examples

In the previous paragraphs, we provided an exemplification of each single characteristics of guidance in VA. Next, we will be looking at three approaches in detail. To the best of our knowledge, no approach covers the whole guidance spectrum. Yet, the following examples highlight the most relevant factors when characterizing guidance.

3.4.1 Example 1: Heterogeneity-Based Guidance

Luboschik et al. [29] facilitate the exploration of multiscale data. The approach points the analyst to scales and regions within the data (unknown targets) that exhibit behavior of interest without the need for an exhaustive search. The main idea is to take the most fine-grained data as a guidance input and to step-wise aggregate it into more coarse-grained data. Pairs of subsequent data scales can then be compared by various metrics, detecting data features that were observable in the more detailed scale, but can no longer be found in the less-detailed aggregated scale. In other words, subsequent scales exhibit heterogeneous behavior. This information is then communicated to the user by means of visual cues, in this case colored heterogeneity bands that provide orientation towards regions that are worthwhile to zoom into. This way, the analyst is given a direct answer to the question where deviating behavior from the currently shown will emerge, while at the same time not having to bother with investigating other parts of the data where no such deviation occurs.

Fig. 3a shows an example of this approach, where a lineplot of millions of data points (top) is enriched with a display of multiscale heterogeneity bands (bottom) that measure how well slope changes are preserved between subsequent scales. The heterogeneity bands show three valleys and within them, very thin, suspicious peaks exactly at those points where the lineplot is at a maximum. Guided by this indicator of more nuanced behavior at these points, the analyst zooms into one of these instances in Fig. 3b. One can immediately observe that the maximum is far from being as clearcut as the overview in Fig. 3a suggested. Instead of a distinct tipping point, upward and downward movements are at a constant struggle against each other, until the latter gets the upper hand and reverses the strong upward trend. Without guidance, this interesting behavior of the data at a more detailed scale would have gone unnoticed or only be found by pure chance.

3.4.2 Example 2: Signposts for Navigation in Large Graphs

May et al. [30] support the orientation in large graphs by using glyphs representing signposts as shown in Fig. 4. The sign posts are inspired by their real-world counterparts. Only a small subgraph is shown at any time. Orientation is supported by pointing to labeled regions of the graph outside the visible area. The signposts are attached to outbound edges connecting the focal area to the invisible regions along the shortest paths. The signs that are actually shown in the view are selected by the relative importance of regions in terms of distance, region size and overall graph coverage. Moving the visible subgraph triggers a recalculation of the relative importance of regions, and thus the selection of their signs.

In terms of the characterization of guidance, the signposts approach is a technique for orientation with the guidance domain being the graph data themselves. The primary knowledge gap addressed by the approach is literally an unknown path. A user will reach any region of interest by following breadcrumbs. Hence, the guidance output is a glyph, which indicates the beginning of the shortest path, and offers an affordance to short-cut movement directly to the target region. To associate a signpost to an intended target, a user requires meaningful names for any region given. The guidance input is based on interaction history and user knowledge. Firstly, the history of visited focal areas is maintained to assess region importance. Secondly, user-defined regions are stored as priority landmarks to ease revisiting.
In the previous section, we have seen how existing guidance techniques can assist the user in various ways. The model, as introduced in this paper, is a first step to systematize the emerging field of guidance in VA. In this section, we identify open research questions and derive suggestions for future work on guidance.

Refining the model Our model explains the embedding of guidance in VA scenarios. It comprises the fundamental components of guidance and their interplay. This helps us understand how guidance works in principle. A sensible next step for the future is to refine the model to develop a better understanding of the internals of guidance. For example, the core function of guidance, i.e., the guidance generation process, largely remains a black box. The illustrating examples implement it in one way or the other. Yet, it remains to be studied if one can extract a general procedure of how guidance is actually generated. Such a procedure could then be used as a blueprint for developing new guidance techniques. A sensible refinement to our framework may come by known models. Sacha et al. [40] expanded the original VA pipeline to highlight the strong synergy between human and machines while generating new knowledge. In the same way it is possible to look at the guidance model to spot where and how it is possible to provide assistance both to the human and to the machine loop.

Similarly, our understanding of the knowledge gap remains limited. Most existing approaches either implicitly infer knowledge gaps or explicitly take user knowledge into account. Yet, it remains to be studied if one can extract a general procedure of how guidance is actually generated. Such a procedure could then be used as a blueprint for developing new guidance techniques. A sensible refinement to our framework may come by known models. Sacha et al. [40] expanded the original VA pipeline to highlight the strong synergy between human and machines while generating new knowledge. In the same way it is possible to look at the guidance model to spot where and how it is possible to provide assistance both to the human and to the machine loop.

Novel guidance approaches In the literature, there are a number of approaches that deal with guiding in selected aspects of VA. However, we did not find any guidance approach that covers the entire VA process. Here we see potential for future work on novel guidance techniques. New techniques could specifically address the lack of comprehensive guidance for the human-in-the-loop process and offer intertwined guidance on all phases of VA (e.g., how to transform data, modify calculations, and how to read and interact with the resulting visual representations). Just as we see a specialization of VA for specific data classes (e.g., multivariate data, graphs, text), we believe that it also makes sense to consider tailored guidance approaches. An example are guidance techniques for time-oriented data. The dimension of time has a rich structure and it is not always clear to the analyst which facet of data classes (e.g., multivariate data, graphs, text) are needed for making progress in a human-in-the-loop analysis process. Distinguishing these layers will allow us to better attune guidance to the user’s personal level of competence. To this end, a fundamental approach to identifying the knowledge gap during the analysis is needed. However, the back and forth between diverging processes (exploration) and converging processes (confirmation), which is typical for VA sessions, makes this a formidable research challenge.
When we look at existing techniques, the majority of them generates guidance based on the data (e.g., [18, 28]), past analytical actions (e.g., [12, 26, 43]), or planned future analytical actions (e.g., [10, 37, 45]), such as workflows, analysis protocols, or standard procedures from the application domain. Only a few techniques (e.g., [48]) consider the visual representations as input to generate guidance. What other inputs can be useful, emotions [11] for example? Another limitation is that current approaches typically consider only a single type of input. Particularly in the light of the different layers of competence as indicated before, there is a need to consider multiple sources of information. However, it is still an open question how various inputs can be combined in general.

On the output side of guidance, we have a similar situation: Most techniques provide only one degree of guidance: orienting, directing, or prescribing. Novel guidance approaches should support adaptively switching between guidance degrees in order to generate a richer experience. For example, if the user deviates often from the proposed route, orienting may be more suitable than directing or even prescribing. More research is needed to investigate mechanisms for triggering switches between degrees. What would be appropriate indicators (e.g., user input, situation monitoring) and suitable thresholds for automatic switching? Moreover, the guidance interface needs to be designed so as to make switches in the degree transparent to the user.

Regarding the human, existing approaches typically assume a single individual. Yet, VA is increasingly a collaborative effort of several analysts. So far, there are only very few approaches that offer guidance in collaborative scenarios. This is a largely open research question.

Evaluation of guidance Evaluating visualization techniques is notoriously challenging. VA with its mix of analytical, visual, and interactive methods is even harder to evaluate. On top of that, guidance adds considerably to the evaluation challenge. The tight coupling among the involved methods makes it difficult to set up controlled experiments. Already when investigating the visual embedding of guidance (what we refer to as means), a number of evaluation questions come to mind. For example, which means are appropriate for what tasks or which means are best suited for which degree of guidance?

Moreover, faster completion time and fewer errors alone might be insufficient to draw conclusions about the usefulness or utility of guidance approaches. An interesting alternative question is if guidance sends the user along worn-out paths or if it is able to suggest side tracks to allow for unexpected discoveries. One way to evaluate this is to simulate the use of guidance. To this end, one can pseudo-randomly select from the suggestions generated by guidance and mark the corresponding spot in the data or parameter space as visited. Useful guidance would lead to the relevant parts of the data or parameter space being gradually filled with marked spots.

Another suggestion to tackle the challenge of evaluation, is to consider self-reporting methods. Ideally, guidance would monitor the situations in which the user resorts to it and keep track of its use. This would allow for deriving conclusions about the utility of guidance depending on the different situations during visual data analysis. Moreover, the collected information can be used not only for evaluating guidance, but they could also serve to implement self-adapting or learning guidance. Certainly, this would require combining guidance with concepts known from artificial intelligence.

Guidance and guidelines With our work, we structure the space of guidance solutions. While guidance is to support the user in using VA tools, we have not considered guidelines that apply in the development phase of VA. Particularly with guidance for different data and different tasks, and maybe even for different users employing diverse infrastructures, it can become difficult to develop or choose an appropriate guidance technique for a given problem. Therefore, it is important to provide both guidance for users and guidelines for developers. By guidelines we mean established best practices that a developer can refer to when implementing VA approaches. Such guidelines could, for example, suggest how certain analytical situations are best supported with a certain degree of guidance. We see much potential for future research on guidelines enabling us to make the most of guided VA.

From guidance to mixed initiative visual analytics In this paper, we focused on guidance generated by the computer and provided to the user. Yet this thinking is limited in that it considers only one direction of guidance. Much of the potential of VA lies in the close cooperation of human and computer. To fully exploit this potential, it is necessary to include users assisting the computer in the guidance evaluation. The benefit of user interaction for complex problem solving has long been known [49]. Yet it remains challenging to integrate human and computer on equal footing to obtain VA solutions that are truly mixed initiative. To tackle this challenges, we first need to better understand the back and forth between computers guiding humans and humans assisting the computer.

5 Conclusion

In summary, our work contributes to a better understanding of guidance in VA. We defined guidance as a dynamic, iterative, and forward-oriented process that aims to help users in carrying out analytical work using VA methods. Guidance was further characterized along the knowledge gap of the user, the input and output of the guidance generation process, and the degree of guidance that is actually provided to users. We developed a first conceptual model of guided VA based on van Wijk’s model of visualization. A structured review of existing approaches illustrates diverse ways of how guidance can be applied in the context of VA. Finally, we identified open research questions to be addressed by future work on guidance.

In conclusion, we established a basis for the comprehension and the development of assistive approaches that improve the insight generation process and ease the visual exploration and analysis of data.

Acknowledgments

We thank the participants of the Rostock Workshop on Emerging Topics in Visualization and Computer Graphics 2013 (WET-VCG) for valuable initial discussions on guidance. The presented research drew inspiration from the Dagusstul Seminar 13352 on Interaction with Information for Visual Reasoning. This work was supported by the Centre for Visual Analytics Science and Technology CVAST, funded by the Austrian Federal Ministry of Science, Research, and Economy in the exceptional Laura Bassi Centres of Excellence initiative (#822746). Further support has been received from the State of Upper Austria under grant number (FFG #851460). Finally, we thank the anonymous reviewers for their helpful comments and valuable feedback.

References
